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The Extended Mind Argument Against Phenomenal Intentionality 

Abstract  
This paper offers a novel argument against the phenomenal intentionality thesis (or PIT for short). The 
argument, which I'll call the extended mind argument against phenomenal intentionality, is centered around 
two claims: the first asserts that phenomenally conscious mental states cannot be extended, while the second 
maintains that (at least some) source intentional mental states can be extended. If  these two claims are 
correct, then PIT is false, for PIT implies that the extension of  source intentionality is predicated upon the 
extension of  phenomenal consciousness. The argument is important because it undermines an increasingly 
popular account of  the nature of  intentionality. PIT has entered the philosophical mainstream and is now a 
serious contender to naturalistic views of  intentionality like the tracking theory and the functional role theory 
(Loar 1987, Searle 1990, Strawson 1994, Horgan & Tienson 2002, Loar 2003, Pitt 2004, Farkas 2008, Kriegel 
2013, Montague 2016, Bordini 2017, Forrest 2017, Mendelovici 2018). The extended mind argument against 
PIT challenges the prevailing sentiment that consciousness grounds intentionality. 
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 This paper offers a novel argument against the phenomenal intentionality thesis.  The 

phenomenal intentionality thesis (or “PIT”) claims that source intentionality is grounded in phenomenal 

consciousness, where by “source intentionality” I mean states that are the source of  intentionality, 

being intrinsically intentional.  The argument, which I'll call the extended mind argument against 

phenomenal intentionality, is centered around two claims: the first asserts that conscious mental states 

cannot be extended, while the second maintains that at least some source intentional mental states can 

be extended.  If  these two claims are correct, then PIT is false, for PIT implies that the extension of  

source intentionality is predicated upon the extension of  phenomenal consciousness.   

 The argument is important because it undermines an increasingly popular account of  the 

nature of  intentionality.  PIT has entered the philosophical mainstream and is now a serious 

contender to naturalistic views of  intentionality like the tracking theory and the functional role 

theory (Loar 1987, Searle 1990, Strawson 1994, Horgan & Tienson 2002, Loar 2003, Pitt 2004, 

Farkas 2008, Kriegel 2013, Montague 2016, Bordini 2017, Forrest 2017, Mendelovici 2018). The 

extended mind argument against PIT challenges the prevailing sentiment that intentionality is 

grounded in consciousness.  

 The structure of  the paper is as follows.  I introduce PIT in section I, before proceeding to 

provide a formal construction of  the extended mind argument against PIT in section II. After 

constructing the argument, I present Clark and Chalmers’ (1998) extended mind thesis, clarifying 

that the thesis does not tacitly assume the falsity of  PIT.  Then, in sections III and IV,  I turn to the 

two central premises of  the argument: P2 and P3, respectively.  I do not mount an exhaustive 

defense of  P2 and P3 here, which is to say, the goal of  the paper is not to conclude with absolute 

certainty that the extended mind argument against PIT is sound. Rather, the goal is to carve up the 
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dialectical landscape surrounding each premise of  the argument, and to ultimately show that each 

premise is plausible given certain theoretical assumptions. This task involves anticipating and 

responding to objections to P2 and P3, and appealing to existing arguments in the philosophy of  

mind literature; like Andy Clark’s (2008) ‘self-stimulating loop’ argument for the possibility of  

extended occurrent propositional attitudes (in favor of  P2) and David Chalmers’ (2018) ‘direct 

access’ argument against the possibility of  extended consciousness (in favor of  P3).  I conclude in 

section V.  

I. The Phenomenal Intentionality Thesis 

  The phenomenal intentionality thesis (PIT) is an increasingly popular view in the philosophy 

of  mind about the nature of  intentionality. Before unpacking the view, it will be instructive to first 

distinguish between source intentionality and derived intentionality, and to introduce the main 

theories of  intentionality that PIT serves as a rival too.    

 There are many different theories about the origin of  intentionality.  Nearly everyone agrees 

that, regardless of  its origin, intentionality can be ‘passed around’ (Kriegel 2013), so to speak, to 

other things which did not previously have intentionality.   For example, both linguistic signs and 1

physical road signs exhibit ‘aboutness’, but they do not do so intrinsically; rather, the aboutness of  

both types of  signs derives from the aboutness of  the intentional mental states of  the humans 

responsible for fixing their respective meanings.  Reflection upon the intentionality of  signs suggests 

that a distinction can be drawn between two basic kinds of  intentionality: (a) source intentionality (or 

'original intentionality’ as it is sometimes called), and (b) derived intentionality.  ‘Source intentionality’ 

refers to those things that are intrinsically intentional (and so that serve as the source of  

intentionality), whereas ‘derived intentionality’ refers to those things that have intentionality in virtue 

of  some other thing that has intentionality.  Providing an account of  derived intentionality is 

important, and necessary for any complete theory of  intentionality.  The main goal of  such a theory 

is first and foremost, however, to explain the nature of  source intentionality. 

 During the 20th century, the popular philosophical project concerning source intentionality 

was to ‘naturalize’ it by providing a reductionistic explanation of  the phenomenon in terms of  

properties and processes that are fully understood by natural science (Stampe 1977, Dretske 1981, 

 There are exceptions.  Angela Mendelovici (2018), for instance, denies the existence of  derived intentionality.1
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1995, Millikan 1984, Papineau 1984, Fodor 1987, 1990, Neander 1996, Rupert 1999).   The two most 2

popular naturalistic theories of  this sort are tracking theories of  intentionality and functional role theories of  

intentionality.  Tracking theories conceptualize source intentionality in terms of  tracking relations, 

where ‘tracking’ is a matter of  brain states “detecting, carrying information about, or otherwise 

corresponding with external items in the environment” (Mendelovici & Bourget 2014: 326).  

Functional roles theories, by contrast, define source intentionality in terms of  the functional roles 

that brain states play.  

 The phenomenal intentionality thesis (PIT) is a relatively new theory of  intentionality that is 

increasingly regarded as a promising alternative to tracking theories and functional role theories.  

While the first explicit presentation of  the idea of  phenomenal intentionality can be found in the 

work of  Brian Loar at the end of  the 1980s (Loar 1987), the term ‘phenomenal intentionality’ did not 

officially enter the philosophical lexicon until the early 2000s (Loar 2003, Horgan & Tienson 2002).  

PIT can be understood as the conjunction of  the following two claims:  

(1) There exists a kind of  intentionality, called ‘phenomenal intentionality’, that is grounded in a 

type of  phenomenal character (i.e. a type of  conscious experience). 

(2) Phenomenal intentionality is the only kind of  source intentionality.   

There are many reasons to endorse PIT, a significant one being that the view arguably avoids the 

problem of  content determinacy that afflicts naturalistic theories of  intentionality.  Source intentional 

states possess determinate content, which is to say, the intentional objects of  such states are 

represented in a fine-grained, unambiguous manner.  Kriegel defines the concept of  ‘determinate 

content’ thusly:  

“By ‘determinate content’, I simply mean content which is as fine-grained as one’s intentional contents appear 
pre-theoretically to be.  For example, pre-theoretically it seems that one’s thoughts are fine-grained enough to 
be about rabbits rather than undetected rabbit parts, about Phosphorus rather than Hesperus, about triangles 
rather than closed trilateral figures, and so on.  If  a kind of  intentional state is not this fine-grained, I say that 
its content is indeterminate” (Kriegel 2013: 10). 

Any theory of  intentionality must account for the fact that source intentional states bear determinate 

content.  The problem for functional role theories and tracking theories is that both appear unable 

to provide such an account.  David Bourget and Angela Mendelovici (2014) formulate the problem 

 The naturalistic project seeks to specify the relationship between intentionality and natural properties not only in terms 2

of  reduction, but also in terms of  supervenience.
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in an epistemic fashion via Quine’s famous ‘rabbit/undetached rabbit parts’ example.  They point 

out that complete knowledge of  all of  the relevant tracking relations or functional role relations 

does not translate into knowledge of  determinate content : “A Martian looking down on Earth and 

having complete knowledge of  all Earthly physical facts could not tell whether we are representing 

rabbits or undetected rabbit parts.  Thus, it appears that a physical-functional theory of  

intentionality will predict that one’s concept RABBIT is indeterminate between the two 

contents” (Bourget and Mendelovici 2014).  To paraphrase, the idea is that naturalistic theories of  

intentionality are confronted with an epistemic problem of  content determinacy that arguably has 

ontological implications.  Naturalistic properties are plausibly unable to secure determinate mental 

content if  knowledge of  all of  the relevant naturalistic facts does not convert into knowledge of  

content determinacy.  This is where PIT enters into the picture.  Graham, Horgan & Tienson (2007), 

Horgan & Graham (2012), and Searle (1990) all contend that phenomenal consciousness is the one 

and only phenomenon capable of  securing determinate mental content.  This is known as the content 

determinacy argument for PIT. There are of  course other existing arguments for the view as well.  

Horgan and Tienson (2002) present a phenomenological argument in support of  the view, according 

to which it is introspectively obvious that some conscious experiences are source intentional, and 

source intentional in virtue of  being phenomenal.  Two additional arguments for the view come 

from the work of  Charles Siewert and Brian Loar, respectively.  Siewert (1998) avers that PIT is true 

in virtue of  the fact that conscious experiences are assessable for accuracy, whereas Loar (2003) 

connects internalism about mental content with PIT, arguing that the latter theory is true on the 

basis of  the former. 

  

II. The Extended Mind Argument Against Phenomenal Intentionality 

 I will now present the extended mind argument against phenomenal intentionality.  The 

argument appeals to conceptual tools in the extended mind literature (Clark & Chalmers 1998, Clark 

2008, Rowlands 2009, Muller 2012, Farkas 2012, Colombetti & Roberts 2015, Vold 2015, Chalmers 

2018), and in particular, is motivated by a perceived asymmetry according to which extended 

consciousness is impossible, but extended source intentionality is not.  Call this the bipartite extension 

intuition (BEI).  If  BEI is true, then PIT is false, for BEI entails that there are possible cases of  

extended cognition that are source-intentional but non-phenomenal, while PIT claims that source-

intentional states are necessarily phenomenal.  The argument can be constructed in this manner: 

The Extended Mind Argument Against Phenomenal Intentionality: 
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P1. If  PIT is true, then source intentional states can be extended only if  consciousness can be 
extended. 
P2. Source intentional states can be extended. 
C1. Therefore, either consciousness can be extended or PIT is false. 
P3. Consciousness cannot be extended. 
C2. Therefore, PIT is false. 

P1 of  the argument is definitionally true.  The tricky premises are P2 and P3, the conjunction of  

which constitute BEI.  Before turning towards these premises, it is vital to first address an objection 

that one might raise to the argument as a whole.  Namely, 

Objection 1 (O1): The extended mind thesis tacitly assumes the truth of  the functional role theory 
of  intentionality, and thus, tacitly assumes that PIT is false.  One cannot therefore appeal to the 
extended mind approach to argue against PIT without begging the question. 

O1 suggests that I beg the question right out of  the gate simply by casting my argument against PIT 

within the context of  the extended mind model.  According to the advocate of  this first objection, it 

is pointless to investigate the veracity of  P2 and P3 because both of  these premises presuppose the 

extended mind approach, and appealing to the extended mind approach to falsify PIT is doomed 

from the beginning. 

 One cannot fully appreciate the reasoning behind O1 without first having a grasp of  the 

extended mind thesis.  The extended mind thesis derives from Andy Clark and David Chalmers 

(1998), who argue that some cognitive processes can be partly constituted by extra-cranial entities.  

Clark and Chalmers label the extended mind thesis as a version of  what they call ‘active externalism’.  

The view is ‘active’ because the extra-cranial entities in question are proximal (as opposed to distal), 

meaning that said entities are able to causally influence the cognitive subject, and the cognitive 

subject is in turn able to causally influence them.  Active externalism can be contrasted with passive 

externalism, examples of  which include Putnam’s natural kind externalism (Putnam 1975) and 

Burge’s social externalism (Burge 1979). 

 Clark and Chalmers’ argument for the extended mind is partly motivated by the fictional case 

of  Otto and Inga.  Otto is an Alzheimer’s patient who does not have reliable access to his own 

working memory.  Inga, by contrast, is a healthy adult who has reliable access to her working 

memory.  One day Otto and Inga both formulate the desire to visit the Museum of  Modern Art.  

Inga is a New York City local, so all she has to do to remember the location of  the museum is 

ruminate briefly in her head.  Otto is also a New York City local, but unlike Inga, he cannot recall 

the whereabouts of  the museum by consulting his memory on account of  his cognitive impairment.  
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To accommodate for his Alzheimer’s, Otto carries around a notebook, which for him plays the role 

that is typically played by biological memory.  Otto writes in the notebook when acquiring new 

information, and references the notebook whenever he needs to recall something.  So he opens the 

notebook and sees it written that the Museum of  Modern Art is on 53rd street.   

 According to Clark and Chalmers, the relevant question to ask with respect to the thought 

experiment is: does Otto learn something new, or acquire a new belief, when he consults his 

notebook and sees it written that the Museum is on 53rd street?  They believe the intuitive answer is 

no.: Otto does not learn a new fact every time he refers to his notebook; rather, his notebook allows 

him to gain access to a fact that he already believes.  They explain:  

“Just as Inga had her belief  even before she consulted her memory, it seems reasonable to say that Otto 
believed the museum was on 53rd street even before consulting his notebook.  For in relevant respects the 
cases are entirely analogous: the notebook plays for Otto the same role that memory plays for Inga.  The 
information in the notebook functions just like the information constituting an ordinary non-occurrent belief; 
it just happens that this information lies beyond the skin” (Clark & Chalmers 1998: 13). 

Here, Chalmers and Clark are appealing to the so-called parity principle, according to which Otto’s 

notebook should be understood to contain dispositional beliefs because of  the parity between the 

functional role of  the notebook and the functional role of  biological memory.  Clark and Chalmers 

characterize the parity principle thusly: “If, as we confront some task, a part of  the world functions 

as a process which, were it done in the head, we would have no hesitation in recognizing as part of  the 

cognitive process, then that part of  the world is (so we claim) part of  the cognitive process” (Clark 

& Chalmers 1998: 8).  3

 It is because the extended mind thesis presupposes the parity principle that O1 may appear 

compelling.  The parity principle seems to assume a functionalist picture of  mentality, according to 

which X counts as mental if  and only if  X plays the requisite functional role in the overall cognitive 

system.  What is true about mentality, so the idea goes, is also true about intentionality.  Therefore, 

the parity principle, and by extension the extended mind thesis, is committed to the functional role 

theory of  intentionality. 

 O1 is flawed for at least two reasons, however.  First, O1 falsely assumes that the extended 

mind thesis presupposes a functionalist theory of  mentality. There is actually controversy in the 

extended mind literature concerning what constitutes the mark of  the mental. It is true that the 

 Clark (2008) clarifies that the parity principle does not “require the fine-grained functional similarity of  inner and outer 3

contributions….the parity claim was specifically meant to undermine any tendency to think that the shape of  the 
present-day, human inner processes sets some bar (as, e.g. Adams and Aizawa 2001 suggest) on what should count as 
part of  a genuinely cognitive process” (Clark 2008: 133-134, ebook).
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parity principle suggests a functionalist theory of  mentality and that many, if  not most, extended 

mind theorists equate the mark of  the mental with ‘playing the right functional/causal role’.  For 

example, Colombetti and Roberts note, "The simplest mark thesis that could be extracted from this 

[parity] principle is a broadly functionalist one: x is a mental state iff  x occupies the right causal role” 

(Colombetti & Roberts 2015: 360). There are some extended mind theorists, however, that reject a 

functionalist theory of  mentality (e.g. Wheeler 2005). Second, and most importantly, O1 falsely 

assumes that what is true about the nature of  mentality must also be true about the nature of  source 

intentionality. Even if  the extended mind theorist were committed to a functionalist theory of  

mentality, it would not follow that she must also uphold a functionalist theory of  source 

intentionality. This is because the question of  what constitutes the mark of  the mental is distinct 

from the question of  what constitutes source intentionality.  Some philosophers, to be sure, would 

deny the conceptual independence of  these questions precisely because they identify source 

intentionality as the mark of  the mental. But the philosophers who make this identification are not 

advocates of  the extended mind. Quite to the contrary, Adams & Aizawa (2008) equate source 

intentionality with the mark of  the mental as a way to argue against the extended mind thesis.  The 4

extended mind theorist can therefore uphold a functional role theory of  mentality without being 

committed to a functional role theory of  intentionality.  Functionalism about mentality is in fact 

compatible with PIT, which is to say, it is possible that mentality is defined in functional terms, 

whereas source intentionality is defined in phenomenal terms.  O1 can thus be discarded.  I will now 

examine P2 and P3 (i.e. BEI) of  the extended mind argument against PIT, starting with P2, the 

claim that source intentionality can be extended. 

III. Premise 2: Source Intentionality Can be Extended 

 In this section I argue that P2 can be justified by defending the following three philosophical 

assumptions, each of  which I contend is well-motivated: (1) all occurrent propositional attitudes 

have source intentionality (meaning that P2 can be supported in a non-circular manner by arguing 

for the extension of  occurrent propositional attitudes), (2) representational contents supervene on 

representational vehicles (meaning that the extended mind thesis pertains not just to vehicles but 

also to contents), and (3) Andy Clark’s (2008) self-stimulating loop case is best interpreted through 

 Interestingly, Adams & Aizawa (2008) argue that the extended mind thesis is false because (a) source intentionality 4

constitutes the mark of  the mental and (b) source intentional states cannot be extended. In this paper I contend that (b) 
is false (i.e. source intentional states can be extended) in an effort to motivate the extended mind argument against PIT.
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the framework of  the extended mind model instead of  the embedded mind model (meaning that 

there is a convincing case to be made for the extension of  occurrent propositional attitudes). 

 The immediate problem for P2 is that it seems impossible to justify the premise without 

engaging in circular reasoning, or begging the question against PIT.  How does one go about arguing 

that source intentionality can be extended without making implicit assumptions about the nature of  

source intentionality?  Perhaps O1 is misguided and the extended mind thesis does not tacitly 

assume the falsity of  PIT, but surely any attempted justification of  P2 does!  Or so the objection 

goes at least: 

Objection 2 (O2): It is impossible to justify P2 without begging the question against PIT. 

O2 represents one of  the most glaring challenges to the extended mind argument against PIT.  I 

submit that the key to meeting the challenge is to indirectly argue for the possibility of  extended 

source intentionality via an argument for the extension of  occurrent propositional attitudes (OPAs 

for short).  A distinction can be made between occurrent mental states and dispositional mental states.  

Dispositional mental states are states that one is disposed to instantiate given certain conditions, 

whereas occurrent mental states refer to states that one is currently instantiating.  In other words, to 

say that a mental state is occurrent is to say that the mental state is being actively entertained by a 

subject. A propositional attitude is a type of  mental state wherein a subject bears a cognitive relation to 

a proposition. Examples of  such attitudes include (but are not limited to) states of  belief, desire, 

understanding, and imagination. 

 I propose that occurrent propositional attitudes possess source intentionality, and that it is 

not question-begging against PIT (or any theory of  source intentionality for that matter) to say as 

much. Put differently, I offer the following proposition as true, and affirm that the proposition does 

not assume the truth of  any particular theory of  source intentionality: 

P*: All occurrent propositional attitudes possess source intentionality.                                                                 

                                                                                                                                                         

P* is, to be clear, not concerned with dispositional propositional attitudes.  Dispositional propositional 

attitudes such as standing beliefs (like Otto’s standing belief  about the location of  MOMA) 

ostensively inherit their intentionality from their occurrent counterparts, and therefore, only have 

derived intentionality.  One reason to think that P* is true is the fact that OPAs are paradigmatic 

examples of  source intentional states in the literature, which is to say, all theories of  source 

intentionality (including PIT, tracking theories, and functional role theories) appear to either 
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explicitly or implicitly recognize P* to be true. Thus, while there is considerable controversy in the 

philosophy of  mind over whether all mental states have intentionality, it appears relatively 

uncontroversial to say that all occurrent propositional attitudes have source intentionality. 

Establishing that OPAs can be extended would therefore seem to suffice for demonstrating the 

extension of  source intentionality. Call this the OPA response to O2, which holds that one does not beg 

the question against PIT by assuming that OPAs have source intentionality because all theories of  

intentionality (including PIT) concede as much. 

 To counter the OPA response, the defender of  PIT might first observe that it does not 

follow from the fact that X is uncontroversial, or that all existing theories in some domain take X to 

be true, to the conclusion that X is actually true.  It could be that all intellectual parties involved have 

mistakenly assumed X to be true. In this context, ‘X’ is P*, or the proposition that ‘all OPAs have 

source intentionality’.  P* is not necessarily true just because all theories of  intentionality assume it 

to be true.  More to the point though, it is not even clear that all theories of  intentionality make this 

assumption.  OPAs are indeed referenced by all theories in the literature as paradigmatic examples 

of  source intentionality, but just because a genus X is a paradigmatic example of  that which has 

property P does not mean that all species of  X instantiate P.  For instance, birds are paradigmatic 

examples of  flying animals, but it is not the case that all species of  birds are able to fly (e.g. 

ostriches).  The proponent of  PIT might, then, grant that OPAs are paradigmatic examples of  5

source intentionality, but deny that all OPAs are source-intentional. The most natural way for the 

proponent of  PIT to uphold such a position is to argue that some OPAs lack phenomenal consciousness.  6

If  it is the case that OPAs include non-conscious states, then to assume that all OPAs are source 

intentional is indeed to assume that PIT is false.  For PIT maintains that source intentionality is 

phenomenally conscious intentionality.  The defender of  PIT can thus rebut the OPA response by 

maintaining that some OPAs lack phenomenal consciousness. 

 This rebuttal is correct to suggest that a proposition is not necessarily true just because it is 

uncontroversial, and that a species X does not necessarily have property P just because the genus to 

which X belongs is a paradigmatic example of  that which instantiates P.  So point taken: one cannot 

conclude with certainty that all OPAs have source intentionality sheerly based on the fact that OPAs 

are paradigmatic examples of  source-intentional entities. That OPAs are such paradigmatic examples 

lends at least some credence to P* though, and it is reasonable to say that the burden of  proof  is on 

 I am indebted to an anonymous reviewer for bringing this example to my attention.5

 I am indebted to an anonymous reviewer for bringing my attention to this potential dialectical move by the defender of  6

PIT.
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the interlocutor who wishes to deny P*. Hence the question: are there any proponents of  PIT who 

reject P*? 

 Upon first glance, it might seem as if  Angela Mendelovici (2018, 2020) defends a view of  

OPAs which rejects P*. Mendelovici is one of  the leading proponents of  PIT in the field and 

advocates for a view of  OPAs which she calls self-ascriptivism, which holds that “propositional 

attitudes are derived representational states, deriving their contents and their attitude types from our 

self-ascriptions” (Mendelovici 2020: 1).  Consider by way of  analogy the example of  highway signs. 

A yield sign represents the content <yield> in virtue of  our collectively agreeing or stipulating that it 

does, which is to say, the sign derives its content from our ascriptions.  Similarly, Mendelovici avers 

that propositional attitudes (both occurrent and dispositional ones) have the representational 

features that they do in virtue of  our ascribing these features to our own internal states. Unlike the 

case of  highway signs though, the contents of  propositional attitudes are on Mendelovici’s view not 

the byproduct of  collective ascriptions (i.e. ascriptions issued by a collective), but are rather the 

byproduct of  self-ascriptions (i.e. ascriptions issued by individual agents). Further, highway signs are 

typically taken to possess derived intentionality but Mendelovici denies that the contents of  

propositional attitudes have intentionality. She instead says that such contents are derived mental 

representations which lack intentionality altogether. Given this characterization of  Mendelovici’s 

view, it might seem as if  that she not only rejects P*, or the assertion that all OPAs are source 

intentional, but that she also rejects the more moderate assertion that some OPAs are source 

intentional. For if  OPAs are derived mental representations, and such representations lack 

intentionality, then it would appear to follow that all OPAs are devoid of  source intentionality on her 

view. However, this characterization of  Mendelovici’s position is incomplete and ignores the fact 

that she has a bipartite view of  OPAs. 

 Mendelovici’s self-ascriptivism accounts for the alleged contents of  propositional attitudes but 

it does not account for the immediate contents of  such attitudes.  The immediate contents of  

propositional attitudes are the contents that are directly accessible via introspection. Mendelovici 

offers the following example to elucidate the concept of  immediate contents:  

Suppose you consciously and occurrently believe that the mental supervenes on the physical. In this case, you 
are arguably acquainted with something. This something might answer to the notion of  content in that it’s the 
“saying” or representing of  something. It might include some perceptual or verbal imagery or even a gisty or 
partial grasp of  the notions involved in your belief, like that of  supervenience. Let us call this content that 
you are introspectively acquainted with, whatever it is, your immediate content (Mendelovici 2020: 6). 

The immediate contents of  propositional attitudes can be contrasted with the alleged contents of  

such attitudes, which are the contents that folk psychology takes propositional attitudes to have, or 
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the contents that we normally attribute to ‘that-clauses’.  Mendelovici affirms that the immediate 

contents of  propositional attitudes cannot fully capture the alleged contents which are postulated by 

folk psychology.  This is because alleged contents tend to be fine-grained, object-involving and richly 

descriptive in nature, whereas immediate contents are coarse-grained, non-object involving, and 

thinly descriptive in nature. For example, the alleged content of  the belief  about mental/physical 

supervenience that Mendelovici discusses in the above passage includes a complete comprehension 

of  the concept of  supervenience, as well as a fine-grained understanding of  what is meant by the 

terms ‘mental’ and ‘physical’. This alleged content outstrips the immediate content of  the belief, 

which as Mendelovici states merely contains verbal or perceptual imagery and ‘partial grasps’ of  the 

meaning of  supervenience.. Mendelovici deploys self-ascriptivism to fully capture the alleged 

contents of  propositional attitudes, arguing that alleged contents are derived from immediate 

contents in virtue of  the fact that we ascribe alleged contents to our immediate contents. Specifically, 

she contends that we ascribe alleged contents to our immediate contents by being disposed to have 

thoughts about how our immediate contents ‘cash out’ or ‘break down’ into more fine-grained and 

richly descriptive contents.  

 Now, and this is the key point, Mendelovici identifies the immediate contents of  

propositional attitudes with phenomenal contents, meaning that she believes that OPAs contain a 

phenomenally conscious aspect. She says, “I have suggested a PIT friendly view of  thought content 

on which thoughts have both immediate contents, which are phenomenal contents, and derived 

contents, which we represent simply because we take ourselves to represent them. In short, we think 

in phenomenal tags that we take to stand for more complex and sophisticated 

contents” (Mendelovici 2018: 154).  This filled in picture of  Mendelovici’s bipartite view of  OPAs 

allows us to see that she does not actually reject P*. While Mendelovici does deny that the alleged 

contents of  OPAs possess source intentionality (and even derived intentionality for that matter), she 

nevertheless maintains that the immediate contents of  OPAs have phenomenal intentionality, and 

therefore, source intentionality. 

 Of  course, Mendelovici does not speak for all proponents of  PIT and the fact that she does 

not reject P* does not necessarily mean that it is impossible for the proponent of  PIT to do so. As 

mentioned, said proponent can reject P* by asserting that at least some OPAs lack phenomenal 

consciousness. The crucial question in determining the strength of  the OPA response to O2, then, is 

whether the proponent of  PIT can plausibly claim that at least some OPAs are non-conscious. It is 

not uncommon in the philosophy of  mind literature to suggest that some occurrent mental states 

are non-conscious.  Some credible examples of  such states include occurrent visual states of  
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blindsight patients, non-conscious thoughts, states associated with implicit bias, and states associated 

with neural networks. Furthermore, the proponent of  PIT does, strictly speaking, have the 

conceptual resources to affirm that there are non-conscious occurrent mental states.  She can do so 

by asserting that such states have either derived intentionality or lack intentionality altogether.  

 I submit that while the proponent of  PIT can, correctly I believe, observe that there exists a 

class of  non-conscious occurrent mental states, none of  these states are propositional attitudes. 

Consider first that propositional attitudes are personal states, meaning that they are states which are 

attributed to entire persons and not merely to subsystems of  persons.  This means that in order for a 

mental state to qualify as an example of  a non-conscious OPA, the mental state in question must be 

a personal state. The problem is that most alleged cases of  non-conscious occurrent states are 

subpersonal states (i.e. states which are attributed to subsystems of  persons) like computational states 

and states associated with neural networks. States like these are indeed non-conscious, and may be 

occurrent, but they do not qualify as propositional attitudes. Hence the question: are there any 

examples of  occurrent non-conscious personal states in the literature that the proponent of  PIT can 

appeal to in order to rebut P*; states which might qualify as propositional attitudes? Two oft cited 

examples which may meet the above criterion are the occurrent visual states of  blindsight patients and the 

occurrent visual states of  absent-minded drivers. Blindsight patients are people with visual damage caused 

by lesions in their striate cortex who claim to be blind, but who can nevertheless make reasonably 

accurate conjectures about what is in their visual field when placed under experimental conditions 

(Weiskrantz 1986, 1997). Absent-minded drivers are people who are able to competently navigate 

the road while driving despite not paying attention to their surroundings (Armstrong 1968). Both of  

these examples are sometimes taken to denote instances of  occurrent personal states which lack 

phenomenal consciousness.  

 I reject the idea that either of  these two states are non-conscious OPAs. First, although they 

are personal states, it is unclear whether these visual states count as propositional attitudes. Visual 

states are perceptual states, and it is controversial in the philosophy of  perception literature as to 

whether perceptual states have propositional content. Perceptual states are linguistically represented 

by verbs which embed ‘that-clauses’ (e.g. ‘seeing that’, ‘hearing that’, etc.), but this does not 

necessarily mean that they are propositional attitudes. Tim Crane (2009), for example, denies that 

perceptual states have propositional content and would therefore deny that occurrent visual states 

count as propositional attitudes. Let me grant for the sake of  argument, however, that the occurrent 

visual states of  blindsight patients and absent-minded drivers are propositional attitudes. It is still 

unclear whether these states are (a) actually non-conscious or (b) examples of  conscious states that lack 
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awareness. I follow Mendelovici (2018: section 8.4.2) in thinking that (b) is true: the occurrent visual 

states of  absent minded drivers and blindsight patients have phenomenal contents, but the subjects 

in these cases are not aware of  having these contents. With respect to the general idea that 

phenomenal contents can exist in the absence of  awareness, Mendelovici says: “There are many 

phenomenal states that we are not aware of, mot notably the phenomenal states of  others. Just as 

there are phenomenal states that I am not aware of  in others, so too might there be phenomenal 

states that I am not aware of  in my own brain” (Mendelovici 2018: 189).  Thus, because blindsight 7

states and absent-minded driving states are (1) plausibly not propositional attitudes, and are (2) 

plausibly phenomenally conscious, they are not persuasive examples that the proponent of  PIT can 

appeal to in order to rebut P*, or the OPA response to O2. 

 What about allegedly non-conscious occurrent thoughts? Unlike occurrent visual states, 

occurrent thoughts are clear, undisputed examples of  propositional attitudes. Might the proponent 

of  PIT rebut P* by arguing that some occurrent thoughts lack phenomenal consciousness, and 

therefore, lack source intentionality? No proponent of  PIT that I am aware of  makes this 

contention. Moreover, PIT is arguably wedded to the idea that all occurrent thoughts are 

phenomenal in virtue of  being motivated by what Kriegel (2013) calls inseparatism, the view that 

“paradigmatic sensory states in fact exhibit intentionality, which is moreover grounded by their 

phenomenality, and that paradigmatic cognitive states in fact boast a phenomenality, which moreover 

grounds their intentionality” (Kriegel 2013: 5).  Since PIT is motivated by inseparatism, and 

occurrent thoughts are paradigmatic cognitive states, it would seem as if  PIT is committed to the 

notion that all occurrent thoughts are phenomenal. Even if  PIT were not committed to this notion 

though, it might be the case that there just are not any convincing arguments for non-conscious 

occurrent thoughts. Like blindsight states and absent-minded driving states, any alleged non-

conscious occurrent thoughts might actually be cases of  phenomenal consciousness in the absence 

of  awareness.  Finally, the proponent of  PIT cannot hold that some occurrent thoughts are non-8

conscious without also claiming that the occurrent thoughts in question have either derived 

intentionality or lack intentionality altogether. But it is very implausible that occurrent thoughts lack 

 Mendelovici is not alone in interpreting blindsight states and absent-minded driving states through the lens of  (b). 7

Gertler (2001) and Phillips (2016) both suggest that blindsight states feature phenomenal consciousness but lack 
awareness, and Kriegel (2003) argues that absent-minded driving states are instances of  what he calls ‘unexperienced 
qualia’. 

 Additionally, there are various arguments in the philosophy of  mind literature which defend the thesis that occurrent 8

thoughts are essentially phenomenal. Soren Klausen (2007), for example, advocates for this thesis by appealing to what 
he calls ‘the argument from subjective identification’, ‘the argument from phenomenal judgment’, and ‘the argument 
from phenomenological continuity’. 
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intentionality altogether, and it is even difficult to see how they could have derived intentionality. For 

to say that an occurrent thought has derived intentionality is to say that its intentionality can be 

explained in terms of  (or traced back to) some further intentional system, but the intentionality of  

occurrent thoughts cannot be easily understood in terms of  (or traced back to) some further 

intentional system; at least not in the same way that the intentionality of  things like highway signs 

and linguistic objects can be understood in terms of  the intentional mental states of  the humans 

responsible for fixing their respective meanings. For all of  these reasons, occurrent thoughts are also 

not persuasive examples that the proponent of  PIT can appeal to in order to rebut P*. 

 To summarize the above dialectical reasoning concerning O2: O2 says that it is impossible to 

justify P2 without begging the question against PIT. The OPA response to O2 states that P2 can be 

justified in a non-circular manner by arguing for the extension of  OPAs.  This response is supported 

by the veracity of  P*, which is to say, the claim that all OPAs have source intentionality. The basic 

idea is that P* does not beg the question against PIT because OPAs are paradigmatic examples of  

source intentional states in the literature, and all theories of  source intentionality take P* to be true. 

A possible rebuttal to the OPA response says that it remains question begging against PIT to assume 

that all OPAs have source intentionality because some OPAs lack phenomenal consciousness, and 

the proponent of  PIT cannot aver that a state has source intentionality in the absence of  

phenomenal consciousness. I replied to this rejoinder by first observing that no proponents of  PIT 

that I am aware of  hold that OPAs lack phenomenal consciousness. Angela Mendelovici’s (2018, 

2020) view of  OPAs might appear to claim that OPAs lack consciousness, but a careful examination 

of  her view reveals that this is not the case. Mendelovici has a bipartite view of  OPAs according to 

which OPAs have both a phenomenal intentional aspect (i.e. immediate contents) and a non-

phenomenal, non-intentional aspect (i.e. alleged contents). I then argued that there really are no 

compelling cases of  non-conscious OPAs that the proponent of  PIT can appeal to in order to rebut 

P*, or the OPA response. Some states (e.g. states associated with neural networks) are non-conscious 

and occurrent, but are not personal states, and therefore, are not propositional attitudes. Other states 

(e.g. blindsight states and absent-minded driving states) are occurrent and personal, but are arguably 

neither propositional attitudes nor non-conscious. Other states still (i.e. occurrent thoughts) are 

propositional attitudes and occurrent, but the proponent of  PIT arguably cannot claim that they are 

non-conscious because of  her attachment to inseparatism, and even if  she could, there are 

compelling reasons to think that these states are conscious as opposed to non-conscious. The 

upshot of  this dialectical reasoning is the vindication of  P*, and therefore, the OPA response to O2: 

one can justify P2 in a non-question begging manner by demonstrating that OPAs can be extended.  
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 Of  course, the fact that it is possible to justify P2 in a non-circular manner does nothing to 

show that P2 is justified, or even plausible for that matter.  It may be that OPAs are source-

intentional entities, but what reason is there to think that they can be extended?  One might be 

tempted to aver that the extended mind thesis has nothing to say about the possibility of  extended 

intentionality since the hypothesis concerns representational vehicles and not representational 

contents.  This gives rise to a further objection to P2; namely,  

Objection 3 (O3): The extended mind hypothesis is a thesis about vehicles (not contents), and 
therefore cannot be used to infer the possibility of  extended intentionality. 

When discussing the concept of  mental representation, a distinction is often made by philosophers 

of  mind between the vehicle of  representation and the content of  representation (Hurley 1998). 

The vehicle denotes the physical substrate that does the representing, whereas the content picks out 

that which is represented (i.e. what the representation is ‘about’).  For the purposes of  O3, the 

important point is that intentionality is a feature of  representational contents, not vehicles, and the 

extended mind thesis appears to pertain exclusively to vehicles.  Indeed, Clark & Chalmers originally 

classify the thesis as the view which holds that “under certain circumstances we should see the 

material vehicles that realize the mind as encompassing not just brain activity, but also that of  the 

body and the material environment” (Clark & Chalmers 1998: 1243, emphasis addd).  This quote 

indicates that Clark & Chalmers regard the extended mind thesis as a version of  what is called vehicle 

externalism (as opposed to content externalism). If  it true that the thesis does not apply to 

representational contents, then it follows that it is unable to shed light on the prospect of  extended 

intentionality (let alone extended source intentionality), which in turn implies that there is no solid 

justificatory basis for the possibility of  extended intentionality.  For how could one argue for the 

possibility of  extended intentionality without appealing to the extended mind thesis?  9

 To counter O3 the defender of  P2 must reject the idea that the extended mind thesis 

pertains exclusively to representational vehicles.  Fortunately, there is a strong case to be made that 

the thesis encompasses both vehicles and contents. Holger Lyre (2015) contends that the extended 

mind thesis entails what he calls ‘active content externalism’ given the plausible assumption that 

content supervenes on vehicles.  As Lyre notes, the idea that content supervenes on vehicles is a relatively 

 It should be mentioned that it is actually unclear whether or not Clark and Chalmers’ original discussion of  the 9

extended mind is meant to apply to just vehicles.  When appealing to the fictional case of  Otto to argue for extended 
beliefs, Clark and Chalmers appear to suggest that the content of  Otto’s belief  state depends partly on external 
components outside the brain (i.e. on the notebook itself).  I elaborate on this below.
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widespread assumption in the philosophy of  mind.  To say that content supervenes on vehicles is 10

to say that vehicles play a determinative role with respect to content (for determination is the 

converse concept of  supervenience).  If  vehicles determine content, and the extended mind thesis is 

correct in claiming that the vehicles of  cognition can include not just internal brain states but also 

external factors in the environment, then it follows that external factors can in part determine 

mental content.  The upshot of  this is that O3 is false: it turns out that the extended mind thesis 

does pertain to representational contents.  To illustrate, consider again the fictional case of  Otto and 

his notebook.  Recall that Otto, an Alzheimer’s patient, is taken to possess the standing belief  that 

the MOMA is on 53rd street only insofar as his notebook (which contains the directions to the 

MOMA) is considered to be a constitutive part of  his cognitive system.  Further, Otto’s extended 

belief  is true only insofar as his notebook contains the correct address to the museum, meaning that 

if  Otto’s notebook had contained an inaccurate address, then his extended belief  would be false.  

This means that the content of  Otto’s extended belief  state actively depends upon an external 

component in the environment; namely, his notebook and the writings therein.  Lyre makes this 

exact point when reflecting upon the twin earth scenario involving Otto: “on twin earth Twotto 

wants to meet Twinga. But Twotto's notebook mistakenly displays 51st street as MOMA's address. 

So Twotto won't meet Twinga..  This shows [that]….a variation of  the external component of  the 

cognitive system, in this case the notebook entry, may change mental content in a behaviorally relevant 

manner” (Lyre 2015: 7, emphasis added).  The main idea, to repeat then, is that the defender of  P2 

can respond to O3 by insisting that content supervenes on vehicles. 

 At this point the objector might concede that the extended mind thesis implicates 

representational contents, and therefore implies the possibility of  extended intentionality, but deny 

that the hypothesis can be used to infer the possibility of  extended source intentionality.  More 

precisely, it might be upheld that only dispositional mental states can be extended, which is to say, 

mental states with derived intentionality.  Occurrent mental states (and in particular occurrent 

propositional attitudes) are unable to transcend the boundaries of  brain and body according to this 

line of  thinking.  Hence, 

Objection 4 (O4): P2 is false because there is no convincing case for the extension of  occurrent 
propositional attitudes. 

Clark and Chalmers’ original argument for the extended mind thesis is an argument for extended 

dispositional mental states, not an argument for extended occurrent mental states.  Namely, Otto’s 

 Moreover, the assumption has recently been explicitly defended by Gottfried Vosgerau (2018).10
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dispositional belief that the Museum is on 53rd street is extended in virtue of  being constituted by a 

written proposition located in his notebook.  Otto’s occurrent belief about the direction of  the 

museum, which he instantiates after consulting his notebook, is presumably a completely internal 

affair that takes place within the confines of  his head.  

 What one needs in order to meet the challenge posed by O4 is an independent argument for 

why occurrent mental states (in particular, occurrent propositional attitudes) can be extended.  In what 

follows, I draw attention to a prominent case in the existing literature which lends credence to the 

idea that OPAs can be extended.  The case, which may be called the ‘self-stimulating loop case,’ is 

promulgated by Andy Clark in his book Supersizing the Mind: Embodiment, Action, and Cognitive 

Extension (2008).  

 Clark’s (2008) argument for extended occurrent states, like the original extended mind 

argument for extended dispositional states (1998), appears to assume a broadly functionalist picture 

of  mentality.   The novelty of  Clark’s newer argument is provided by his use of  the functional 11

concept of  a self-stimulating loop.  A system X enacts a self-stimulating loop when X produces outputs 

that it then recycles back into inputs.  Clark illustrates the concept via the example of  a turbo-driven 

engine, which uses its own emissions as a self-generating boost.  Clark’s central contention is that 

occurrent cognitive processes ought to count as extended when these processes become temporarily 

coupled with external entities so as to produce a self-stimulating loop.  He begins to make this case 

by drawing attention to the phenomenon of  bodily gestures, arguing that such gestures are not 

merely expressions of  thought, but are often constitutive components of  thought which function as both 

systemic outputs and self-stimulated inputs in a subject’s cognitive system: "the act of  gesturing is 

part and parcel of  a coupled neural-bodily unfolding that is itself  usefully seen as an organismically 

extended process of  thought” (Clark 2008: 144).  One might take issue with this assertion of  Clark’s 

regarding the role of  gesture in thought in various ways, perhaps by seeking to undermine the 

empirical research that he references to justify the assertion (see e.g., Goldin-Meadow 2003).  The 

larger concern for Clark’s appeal to bodily gesture in the context of  this paper is that such an appeal 

at best establishes that cognition is embodied, not extended.  To be extended, cognitive processes must 

be partly constituted by entities in the outer environment, and not simply by extra-cranial body parts.  

Clark recognizes this, of  course, and proceeds to explain that occurrent cognitive processes can 

form self-stimulating loops with external entities as well.  In offering this explanation, he focuses on 

occurrent processes which are aided by the act of  writing: 

 Moreover, Clark’s new argument abides by the ‘sensorimotor requirement’ for extension imposed by RDE (see section 11

IV).



 of  18 35

“This kind of  cognitively pregnant unfolding need not stop at the boundary of  the biological organism.  
Something very similar may, as frequently remarked, occur when we are busy writing and thinking at the same 
time.  It is not always that fully formed thoughts get committed to paper.  Rather, the paper provides a 
medium in which, this time via some kind of  coupled neural-scribbling-reading unfolding, we are enabled to 
explore ways of  thinking that might otherwise be unavailable to us” (Clark 2008: 144). 

The mental acts of  calculation and planning are good examples of  the kind of  occurrent cognitive 

processes that Clark seems to have in mind here: cognitive processes which are enhanced through 

the medium of  writing by forming self-stimulating loops with the independent artifacts constitutive 

of  writing (e.g. pen and paper).  The marks that I make on a piece of  paper when thinking through a 

math problem, for example, are external outputs of  cognition which are then redistributed as 

stimulating inputs during my occurrent act of  calculation.  Clark’s basic stance is that occurrent 

cognitive processes qualify as extended when these processes are coupled with external entities in a 

feedback loop of  this sort. 

 There are several different ways one might resist the notion that Clark’s self-stimulating loop 

case demonstrates that OPAs can be extended. Most pressingly, one might follow Robert Rupert 

(2004, 2009a, 2009b, 2011) in distinguishing the extended mind thesis from the embedded mind thesis, 

and claim that the self-stimulating loop case is best interpreted through the framework of  the 

embedded model.  The embedded mind thesis advocates for an internalist picture of  cognition while 

upholding that cognitive systems are nevertheless deeply interactive with, and perhaps even reliant 

upon, external entities.  Rupert defines embedded cognition thusly: “Cognitive processes depend 

very heavily, in hitherto unexpected ways, on organismically external props and devices and on the 

structure of  the external environment in which cognition takes place” (Rupert 2004: 393).  The 

thesis of  embedded cognition is significantly more conservative than the extended view, which 

presents an externalist vision of  cognition according to which cognitive systems can literally extend 

beyond the body into the outer world.  Rupert argues that the embedded model is to be preferred 

over the extended model in virtue of  the fact that the former possesses more explanatory power, 

and is less metaphysically profligate, than the latter.  He thus denies that the self-stimulating loop 

case is a genuine case of  mind extension.  While cognition may intimately depend upon external 

artifacts during loop-related activity, the artifacts are not themselves a part of  cognition according to 

Rupert.  Rupert intends this to be a general truth that applies to not just the self-stimulating loop 

case (i.e. to the case of  extended occurrent processes), but to all purported examples of  mind 

extension. 

 Articulating all of  the nuances of  the debate between the embedded and the extended model 

is beyond the scope of  this paper.  For the sake of  clarity, however, it is worth spelling out the 
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interchange between Clark and Rupert in a bit more detail.  Rupert first puts forth the embedded 

model (2004, 2006) as an objection to Clark and Chalmers’ original extended mind thesis (1998).  

One of  Rupert’s central points is that widespread endorsement of  the extended model would carry 

with it significant scientific costs.  He stresses, in particular, that an acceptance of  the extended 

model would inhibit our ability to identify persisting subjects for the purposes of  scientific research.  

Clark’s discussion of  the self  stimulating loop is in context part of  a larger effort by him to respond 

to Rupert’s embedded mind rebuttal.  Clark believes that the reciprocally interwoven nature of  the 

coupling relationship between internal mechanisms and external entities in a self-stimulating loop 

cannot be adequately explained by the embedded model.  Moreover, he rejects the charge that the 

extended model fails to dovetail with the methodology of  cognitive science: “we have arrived at a 

vision of  human cognition as organism centered but not organism bound.  Embracing the HEC [i.e. the 

extended mind hypothesis] does not require us to abandon the vision of  a persisting biological (and 

within that biological, a neural) core that is a perfectly proper object of  cognitive scientific 

study” (Clark 2008: 152, emphasis added).  12

 Ultimately, the disagreement between Clark and Rupert comes down to the question of  how 

to correctly individuate cognitive systems.  Rupert holds that “a cognitive system is the persisting 

collection of  mechanisms the integrated functioning of  which causally explains, case-by-case, 

instances of  intelligent behavior” (Rupert 2011: 432).  While Rupert acknowledges that 

environmental items can play a causal role in the production of  intelligent behavior, he affirms that 

these outer contributions asymmetrically depend on the contributions of  the internal cognitive 

architecture, and he concludes on this basis that cognitive systems are wholly internal or organism 

bound.  Clark, in response, denies that relations of  asymmetric dependence are relevant to the 

question of  individuating cognitive systems.  He supports this denial by noting that the internal 

architecture is itself  composed of  a variety of  mechanisms, some of  which are asymmetrically 

dependent on others for their role in cognition.   

 If  Clark is correct in thinking that cognitive systems are mutable entities which are 

constantly expanding and shrinking, then the self-stimulating loop case is in all plausibility an 

example of  an extended occurrent cognitive process.  One must tread carefully though.  An 

argument for extended occurrent cognitive processes is not necessarily an argument for extended 

occurrent propositional attitudes.  Recall that it is the latter type of  mind extension that must be 

 Still further, Clark says that the extended model helps protect us against certain theoretical errors, such as the error of  12

believing in an ‘inner homunculus’: “The HEC [extended mind hypothesis] reminds us that there is no single, all-
powerful, hidden agent inside the brain whose job is to do all the real thinking and which is able to intelligently organize all 
those teams of  internal and external supporting structure” (Clark 2008: 152).
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demonstrated in order to meet the demands of  O4.  An objector might worry that cognitive 

processes which participate in self-stimulating loops are not (and cannot be) propositional attitudes.  

Assessing the tenability of  this worry requires, first and foremost, examining the mental states that 

Clark focuses on when presenting the self-stimulating loop case; namely, the mental states of  

<planning> and <calculating>.  Do the states of  <planning> and <calculating> denote 

propositional attitudes?  I am tempted to answer in the affirmative, given that these states are both 

linguistically represented by verbs which embed ‘that-clauses’.   

 Even if  they do not denote propositional attitudes though, it is easy to imagine how one 

might expand Clark’s argument for extended occurrent states so that it includes within its purview 

standard propositional attitudes such as beliefs, judgments, desires, and fears.  Colombetti and 

Roberts, for instance, illustrate how Clark's argument can be understood to include occurrent 

judgments within its scope.  They consider the fictional case of  Eve, a teenage girl who writes in her 

diary when she is upset with her parents: “The case of  Eve, as we imagine it, is one where, as she 

writes that her parents do not listen to her, do not appreciate her, and so on, she is engaged in 

unfolding and articulating a specific evaluative judgment, which the act of  writing down helps to 

clarify and structure.  This act also feeds back into Eve, influencing her overall evaluative perspective 

as she continues to be engaged in the activity” (Colombetti & Roberts 2015: 1258).  The case of  Eve 

is supposed to be an example of  how a standard OPA can meet Clark’s ‘self-stimulating loop’ criteria 

for mental extension.  Specifically, Eve’s act of  writing in her notebook serves as a self-stimulating 

loop in her occurrent act of  judging her parents.  13

  Clark’s self  stimulating loop case represents but one way to argue for the extension of  

OPAs, and there are surely other ways to go about defending P2 as well.  For example, one might 

seek to justify P2 by referencing the collective intentionality literature (e.g. Gilbert 1989, Tuomela 

1992, Pettit 2003).  Consider the manner in which a group of  scientists is able to, throughout time, 

collectively understand some natural process that no individual scientist can understand.  This 

example appears to denote an occurrent manifestation of  distributed cognition, one that involves 

the tokening of  a collective propositional attitude (namely, the attitude of  understanding).  If  

distributed cognition is a species of  extended cognition (as some philosophers argue) , and there is 14

 Colombetti and Roberts argue for the extension of  occurrent judgments only as a part of  a larger project of  arguing 13

for extended occurrent emotions.  

 Battaly clarifies the relevant concept of  distributed cognition, and how it relates to cognitive extension: “Advocates of  14

distributed cognition argue that cognitive processes extend to other agents in addition to artifacts. They think that pairs 
and groups of  people can constitute coupled cognitive systems. Distributed cognition is a type of  extended cognition; 
save its extension to other agents, the two are the same” (Battaly 2018, 13).
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no phenomenally conscious group agent present in this scenario that is the bearer of  the collective 

scientific knowledge, then what we arguably have here is a case which exhibits the possibility of  

extended OPAs Of  course, this proposal is purely speculative, and a detailed philosophical 

investigation into the literature on collective intentionality would be mandated to determine whether 

or not it has any merit.  In any event, I believe that I have now at least shown how P2 can be 

rendered tenable given certain philosophical assumptions; namely, the assumption that OPAs 

possess source intentionality, that content supervenes on vehicles, and that the self-stimulating loop 

case is best interpreted through the framework of  the extended model instead of  the embedded 

model. 

 I turn now to P3 of  the extended mind argument against PIT. If  we assume for the sake of  

argument that P2 is true (meaning that source intentional states are capable of  being extended), and, 

as has already been established, source intentional states can be extended on PIT only if  

consciousness can be extended, then one of  two things must be the case: either PIT is false or 

extended consciousness is possible (this is just a restatement of  the first conclusion of  the extended 

mind argument).  P3 of  the argument rejects the latter disjunct by declaring that conscious mental 

states cannot be extended. 

IV. Premise 3: Consciousness Cannot be Extended 

 In this section I accomplish three main tasks.  First, I raise an objection to P3 which is based 

upon so-called ‘external circuit cases’ and outline a couple of  ways in which one can respond to this 

objection.  Then, I present a sub-argument in support of  P3 which derives from David Chalmers 

(2018) and appeals to the ideas that (a) consciousness requires direct access to information for global 

control and that (b) cognitive extension requires sensorimotor interaction (in addition to functional 

parity).  Finally, I consider and outline two responses to a second objection to P3 which is based 

upon the sensorimotor enactive approach to consciousness. 

 One constructive way to approach P3 is to think about the prospect of  extended 

consciousness within the context of  external circuit cases.  External circuit cases refer to instances 

where parts of  the brain are substituted with functionally isomorphic silicon parts that are located in 

the outer environment.  Chalmers characterizes such cases as “cases in which a brain circuit is 

replaced by an external silicon circuit that is connected directly (e.g. by wiring or radio transmitters) 

to the rest of  the brain so that it plays the same role as the original brain circuit” (Chalmers 2018: 3).   

Let us assume that the brain circuits involved in extended circuit cases make up part of  the neural 

basis of  consciousness.  With this assumption in place, it becomes natural to think that external 
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circuit cases demonstrate the possibility of  extended consciousness.  For it seems that placing part 

of  the neural correlates of  consciousness outside of  the head would serve to extend phenomenal 

consciousness.  Hence, 

Objection 5 (O5): P3 is false because external circuit cases represent cases of  extended 
consciousness. 

There are two basic ways to respond to O5-  

The ‘No Consciousness’ response to O5: Deny that consciousness is preserved when brain 
circuits are replaced by externally-based, functionally isomorphic silicon circuits. 

The ‘No Extension’ response to O5: Concede that consciousness is preserved when brain circuits 
are replaced by externally-based, functionally isomorphic silicon circuits, but deny that the preserved 
consciousness counts as ‘extended’. 

Silicon circuits which are functionally isomorphic to brain circuits are known as neural prostheses.  The 

‘No Consciousness’ response to O5 is motivated by the intuition that neural prostheses do not 

support consciousness, regardless of  whether the prostheses are internal or external.  More broadly, 

the ‘No Consciousness’ response is inspired by the intuition that synthetic or AI consciousness is 

impossible.  The problem for the defender of  this response is that there is currently no accepted 

answer to the question of  AI consciousness.  In particular, it has not yet been established whether or 

not carbon substrate is necessary for phenomenal consciousness.  If  carbon substrate is a necessary 

condition for consciousness, then consciousness will not be sustained when carbon-based brain bits 

are substituted by silicon-based functional isomorphs.  But if  carbon substrate is not necessary for 

consciousness, and consciousness is ultimately just a computation or a matter of  functional 

organization in the brain, then phenomenal properties will presumably be preserved by silicon-based 

functional isomorphs.  

 Susan Schneider (2019) has devised a test for synthetic consciousness, which she calls the 

‘chip test’.  The test involves keeping patients awake during neural prosthetic surgery and observing 

whether the patients gradually lose consciousness as the surgery transpires: “If, during this process, a 

prosthetic part of  the brain ceases to function normally – specifically, if  it ceases to give rise to the 

aspect of  consciousness that that brain area is responsible for – then, there should be behavioral 

indications, including verbal reports…This would indicate a “substitution failure” of  the artificial 

part for the original component. Microchips of  that sort just don’t seem to be the right stuff ” (Schneider 

2019: 54-55).  The chip test has yet to be carried out in reality, but could in the foreseeable future 

(when the requisite technology is available) shed light on the question of  neural prostheses 
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supporting consciousness.  For now, it is unknown whether or not synthetic consciousness is 

possible, and in particular, whether or not consciousness is preserved in external circuit cases.   

 Assume for the sake of  argument that some form of  functionalism or computationalism 

about consciousness is true, and that the ‘No Consciousness’ response to O5 is consequently off  the 

table.  This brings us to the ‘No Extension’ response, according to which external circuit cases 

sustain phenomenal consciousness, but do not count as instances of  extended consciousness.  It 

should immediately be recognized that this response to O5 is at odds with the extended mind 

approach as previously formulated. Clark and Chalmers (1998), to recall, conceptualize extended 

mentality in terms of  the parity principle.  Call this conception the ‘original definition of  extension’: 

Original Definition of  Extension (ODE): An external entity X counts as an extended mental 
state of  subject S just in case X plays the right functional role in S’s overall cognitive system.  

The issue for the proponent of  the ‘No Extension’ response is that external circuit cases qualify as 

examples of  extended mentality according to ODE.  This is because the external circuits involved in 

such cases are by definition functionally isomorphic to the brain circuits that they replace.  To make 

the ‘No Extension’ response viable, one must thus reject ODE, or at least to modify it in such a way 

that the extended mind thesis does not apply to external circuit cases.   

 Some theorists have objected to ODE precisely because the principle considers external 

circuit cases to be examples of  extended mentality.  Most notably, Katalin Farkas (2012) argues that 

ODE is objectionably weak given that external circuit cases are included within its purview.  The 

extended mind thesis is supposed to be a compelling, controversial thesis, not a statement of  

unquestionable veracity.  The problem, according to Farkas, is that the thesis becomes a statement 

of  unquestionable veracity if  ODE is the correct expression of  the thesis, for practically everyone 

agrees that externally-based neural prostheses can partially constitute mental states.  

 Chalmers (2018) concurs with Farkas’ assessment of  ODE, saying that “The extended 

circuit thesis [i.e. the thesis that external circuits can partially drive cognitive processes] is too weak 

for it to support the interesting and controversial version of  the extended mind thesis.  One way to 

bring this out is to observe that many who take themselves to be opponents of  the extended mind 

thesis explicitly accept the extended circuit thesis” (Chalmers 2018: 3).  To avoid Farkas’ worry,  

Chalmers updates the extended mind thesis by adding a ‘sensorimotor requirement’ to the definition 

of  extension.  This requirement stipulates that mental states must involve interaction via perception and 

action with entities in the external environment in order to count as extended.  Chalmers’ revised 
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formulation of  extended mentality is comprised of  both this sensorimotor requirement as well as 

the original parity principle: 

Revised Definition of  Extension (RDE): An external entity X counts as an extended mental state 
of  subject S just in case (a) S interacts with X via perception and action, and (b) X plays the right 
functional role in S’s overall cognitive system. 

Chalmers believes that RDE gets the best of  both worlds.  On the one hand, it accommodates 

trademark cases of  extended mental processes, like the fictional case of  Otto (extended dispositional 

states) and the fictional case of  Eve (extended occurrent states).  On the other hand, RDE bypasses 

Farkas’ ‘too weak to be compelling’ criticism of  ODE.  External circuit cases do not involve 

interaction via perception and action given that the circuits in such cases are connected directly to 

the brain.   External circuit cases do not therefore designate extended mental states according to 15

RDE.  It is worth emphasizing here that the veracity of  RDE in no way affects the strength of  

Clark’s self-stimulating loop argument from the previous section.  This is because the case of  Eve 

and the self-stimulating loop that she forms with her pen and paper meets the sensorimotor 

requirement for cognitive extension.  Thus, one can appeal to RDE to help justify P3 without 

undercutting their appeal to the self-stimulating loop case to justify P2. 

 Embracing RDE represents one way to defend the ‘No Extension’ response to O5.  

Chalmers himself  uses RDE not as a rebuttal to O5, but rather as a premise in an argument that he 

constructs against the possibility of  extended consciousness.  This argument of  Chalmers’, which in 

the context of  this paper functions as a sub-argument in support of  P3 of  the extended mind 

argument against PIT, can be reconstructed as follows: 

Chalmers’ Direct Access Argument Against Extended Consciousness: 

SP1. A mental state X is extended only if  X involves sensorimotor interaction with external entities 
(i.e. RDE is true). 
SP2. A mental state X is conscious only if  X has direct access to information for global control. 
SC1. Therefore, a mental state X is an extended conscious state only if  (i) X involves sensorimotor 
interaction with external entities and (ii) X has direct access to information for global control. 
SP3. (i) and (ii) are incompatible. 
SC2. Therefore, consciousness cannot be extended. 

 To be clear, RDE does not hold that mentality in general requires sensorimotor interaction.  The idea is not that 15

sensorimotor interaction is a necessary condition for mindedness at large; it is rather the weaker claim that sensorimotor 
interaction is a necessary condition for extended mindedness.  So, extended circuit cases do qualify as mental according to 
RDE, they just do not qualify as extended mental processes on the view.
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SP1 is synonymous with RDE.  After developing SP1, or establishing that sensorimotor interaction 

with the environment is necessary for mental states to count as extended, Chalmers goes on to 

explain why he thinks extended consciousness is impossible.  The first explanation that he considers 

appeals to the notion that consciousness requires ‘high bandwidth’ access to information.  Extended 

consciousness is impossible, according to this explanation, because cognitive processes involving 

sensorimotor interaction provide comparatively low-bandwidth access to information. However, as 

Karina Vold (2015) has pointed out, perception actually relays external information to the brain at a 

relatively quick rate and so does not qualify as a low bandwidth process: “non-neural processes must 

be constantly reporting information back to the brain…at least as quickly neural processes can 

operate” (Vold 2015: 21).   

 In light of  this point from Vold, Chalmers goes on to favor an alternative explanation for 

why extended consciousness is impossible that appeals not to high-bandwidth access to information, 

but to direct access.  The idea, which is encapsulated by SP2, is that a mental state is phenomenally 

conscious only if  it has direct access to information for global control.  The problem, as SP3 

indicates, is that extended mental states are unable to provide direct access to information because 

these mental states are mediated by sensorimotor interaction.  Chalmers elaborates: “these processes 

[cognitive processes that are extended via sensorimotor interaction] support information that is only 

indirectly available for global control: in order to be used in control, it must travel causal pathways 

from object to eye, from eye to visual cortex, and from visual cortex to the loci of  

control” (Chalmers 2018: 10).  Because sensorimotor interaction with the environment is necessary 

for consciousness to be extended, but such interaction does not supply direct access to information 

for global control, Chalmers concludes that extended consciousness is impossible. 

 This argument of  Chalmers’ is certainly not foolproof.  While SP3 strikes me as relatively 

uncontroversial, SP1 and SP2 can both be reasonably resisted.  There are various prominent theories 

of  consciousness, such as Baars’ (1988) Global Workspace theory and Tye’s (1995) PANIC theory, 

that uphold SP2, but the sub-premise is by no means universally accepted.  Similarly, not all theories 

of  extended mentality affirm that sensorimotor interaction is necessary for a mental state to qualify 

as extended.  As we have seen, ODE lacks the sensorimotor requirement.  One might simply reject 

SP1 by insisting that ODE is to be preferred over RDE, and that Chalmers and Farkas are wrong in 

thinking otherwise.  Still, Chalmers’ direct access argument against extended consciousness is 

empirically formidable and serves as justification for P3.  
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 To end the section, I will now examine and sketch two responses to a second objection to 

P3, which is based upon the sensorimotor enactive approach to consciousness (‘sensorimotor enactivism’ for 

short).  Namely, 

Objection 6 (O6): P3 is false because sensorimotor enactivism is true. 

Sensorimotor enactivism, the champions of  which are J. Kevin O’ Regan and Alva Noe (O’ Regan 
and Noe 2001, Noe 2005), is an account of  perceptual consciousness which holds that 
consciousness is an active process that requires sensorimotor interplay with the world.  The view 
stands in contrast to internalist accounts of  perception according to which perceptual experience is 
fundamentally passive and relies solely on the instantiation of  internal neural representations.  
Sensorimotor enactivism sees consciousness as a kind of  ‘doing’, and explains the relationship 
between the conscious subject and the world in terms of  the possession of  sensorimotor knowledge.  As 
Adrian Downey elaborates, “there is a law-like relation between an organism’s movements and its 
visual stimulation— when an organism moves closer to an object the object looms in the visual 
field, when it gets further away the object appears smaller, and so on. On sensorimotor enactivism 
an organism is thought capable of  perceiving only when it understands this relation between sensory 
stimulation and movement” (Downey 2017: 2).  Notably, the relevant sensorimotor knowledge is 
varied, as each sensory modality is subject to its own particular law-like relations.  16

 The proponent of  O6 insists that sensorimotor enactivism entails extended consciousness, 
and thereby affirms that extended consciousness is not only possible but actual because conscious 
states are already extended into the environment, and necessarily so. O6 is in this sense significantly 
stronger than O5. For the defender O5 presumably does not think consciousness is necessarily 
extended; rather, she merely claims that consciousness can become extended in external circuit cases. 
O6 is only plausible insofar as sensorimotor enactivism is plausible, and insofar as sensorimotor 
enactivism actually entails extended consciousness.  One way to counter the objection is to grant the 

veracity of  sensorimotor enactivism, but deny that the view implies extended consciousness. Call 
this the ‘No Entailment’ response: 

The ‘Denial of  Entailment’ Response to O6: Concede that sensorimotor enactivism is true, but 
deny that the view entails extended consciousness.

 Sensorimotor enactivism and the Revised Definition of  Extension (RDE) are alike in that they both invoke the notion 16

of  ‘sensorimotor interaction’.  While this is true, it is important to recognize that the two views address fundamentally 
different things: sensorimotor enactivism is a theory of  phenomenal consciousness, whereas RDE is a theory of  
extended mentality.  Put differently, RDE maintains that sensorimotor interaction is necessary for a mental state to count 
as extended, whereas sensorimotor enactivism claims that such interaction is necessary for a mental state to be phenomenally 
conscious.
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This response might initially strike anyone who is familiar with the literature on extended 
consciousness as implausible.  For most existing arguments in support of  the view tend to be based 
on the veracity of  sensorimotor enactivism. The question of  whether enactivism implies extended 
consciousness, however, ultimately depends upon how the enactivist parses the relationship between 
conscious experience and sensorimotor interaction.  There are different ways to understand what the 
enactivist means when she says that conscious experience can be explained in terms of  sensorimotor 
interaction; or more specifically, in terms of  the possession and active deployment of  sensorimotor 
knowledge.  Gennaro (2007) observes this ambiguity in the position: 

What exactly is the view [sensorimotor enactivism]? Sometimes it is unclear. On the one hand, it often sounds 
like a stronger identity or constitutive claim is being made about the relationship between sensorimotor skills 
and consciousness..On the other hand, there are many examples of  a much more modest causal or 
dependency claim (Gennaro 2017: 85–86). 

Gennaro gestures here at a distinction that can be made between three different interpretations of  
enactivism; the first says that consciousness is identical to sensorimotor interaction (identity 
enactivism), the second that consciousness is constituted by sensorimotor interaction (constitutive 
enactivism), and the third that consciousness is causally dependent upon such interaction (causal 
enactivism).  Among these three options, casual enactivism is arguably the only version of  the view 
that is compatible with an internalist conception of  consciousness, or the only version that does not 
entail extended consciousness.  The thesis of  extended consciousness, like the thesis of  extended 
cognition, is not a causal claim but rather a constitutive/identity claim: it holds that part of  the 
physical substrate which constitutes or realizes conscious experience can be located in the external 
environment.  The versions of  enactivism which appear to imply extended consciousness according 
to this definition are the constitutive and identity versions.  To say that conscious experience is 
constituted by, or identical to, sensorimotor interaction is to acknowledge that consciousness extends 
into the environment, for sensorimotor interaction implicates the external environment.  In order to 
uphold the ‘No Entailment’ response, then, the enactivist must endorse causal enactivism.  I remain 
agnostic in this paper as to whether or not causal enactivism is a plausible interpretation of  the view, 
and only intend to point out that endorsing this interpretation represents one possible way for the 
defender of  the extended mind argument against PIT to respond to O6. Specifically, it allows the 
defender to grant the veracity of  sensorimotor enactivism while maintaining that consciousness 
cannot be extended. 

 It is fair to say, however, that sensorimotor enactivism is best interpreted through the lens of  
a constitution or identity relationship, and that the view implies extended consciousness for this 
reason. A second more plausible way to counter O6 is to simply contend that sensorimotor 
enactivism is false. Call this the ‘Denial of  Enactivism’ Response to O6: 
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The ‘Denial of  Enactivism’ Response to O6: Concede that sensorimotor enactivism entails 
extended consciousness, but deny that the view is true. 

Sensorimotor enactivism is a credible but not uncontroversial view in the philosophy of  perception 
literature. Chalmers’ ‘direct access’ condition for consciousness constitutes one of  the main reasons 
to doubt the veracity of  enactivism as an empirical theory of  perceptual experience.   Namely, if  
Chalmers is correct that consciousness requires direct access to information for global control, then 
it would seem as if  enactivism must be false.  The problem is twofold: (1) the enactivist holds that 
sensorimotor interaction necessitates consciousness, but (2) sensorimotor interaction cannot provide 
direct access to information for global control.  To repeat, Chalmers argues that information in the 
external world must pass through two stages of  processing in order to be used for global control: a 
stage of  processing by the perceptual system, and a second stage of  processing to be globally 
broadcast.  ‘Sensorimotor interaction’ can thus at best provide indirect access for global control.  
What this means is that the enactivist cannot accept Chalmers’ ‘direct access’ condition for 
consciousness without also embracing the absurd conclusion that consciousness is impossible and 
that consequently we are all philosophical zombies. 

 The enactivist can counter this response to O6 by either rejecting Chalmers’ ‘direct access’ 

condition for consciousness or by arguing that the relevant kind of  sensorimotor interaction is 

actually compatible with the direct access condition.  Julian Kiverstein and Michael Kirchhoff  (2019) 

appear to take the latter stance.  In their book Extended Consciousness and Predictive Processing: A Third 

Wave View, Kiverstein and Kirchhoff  observe that Chalmers’ direct access argument against 

extended consciousness is based on a conception of  ‘sensorimotor interaction’ that derives from the 

Otto notebook example, and specifically, from the role that perception and action play in the 

retrieval of  information from the notebook. While Kiverstein and Kirchhoff  concur that this 

extended mind based conception of  sensorimotor interaction may be incompatible with Chalmers’ 

direct access condition, they deny that the enactivist understands the notion of  sensorimotor 

interaction in such a manner.  They suggest that the concepts of  dynamic entanglement and unique 

temporal signature are crucial to the enactivist’s understanding of  sensorimotor interaction, and that 

Chalmers’ direct access condition is compatible with this conception of  the notion  The concept of  17

dynamic entanglement is similar to the concept of  a self-stimulating loop discussed in section IV.  In 

the context of  enactivism, the dynamic entanglement involves a reciprocal casual relationship 

 Kiverstein and Kirchhoff  appeal to Clark (2009) in the course of  making this point.  Clark argues that the so-called 17

Dynamical Entanglement and Unique Temporal Signature (in short, DEUTS) argument is the most promising argument 
for extended consciousness.  Kiverstein and Kirchhoff  use the DEUTS argument to make an inference from 
sensorimotor enactivism to extended consciousness.
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between the agent’s sensory inputs and her motor outputs.  Unique temporal signature denotes the 

idea that brain states must unfold over time in order to give rise to consciousness, and that this 

temporal unfolding requires environmental causes.  Kiverstein and Kirchhoff  claim that the 

conjunction of  dynamic entanglement and unique temporal signature (understood as being built into 

the notion of  sensorimotor interaction) functions as not only a response to the direct access 

concern for enactivism, but also as a positive reason to endorse extended consciousness: “Taken 

together, dynamic entanglement + unique temporal signature imply that internal neural elements 

cannot be unplugged from the body and environment with which they are dynamically entangled. 

Some phenomenal experiences – those in which subjects are actively exploring the environment – 

are such that neural processes are on their own not sufficient for the occurrence of  these 

experiences” (Kiverstein & Kirchhoff  2019: 66).   

 It is unclear to me whether or not this dialectical move by Kiverstein and Kirchhoff  

successfully addresses the direct access concern for sensorimotor enactivism.  Is it really the case 

that a neural control system can directly access information in the environment so long as that 

information is involved in a temporally extended process of  dynamic entanglement with the subject?  

One might maintain that Chalmers’ direct access condition is incompatible with sensorimotor 

interaction even when such interaction is stipulated to include the concepts of  dynamic 

entanglement and unique temporal signature.  Might it not be easier for the enactivist to simply 

reject Chalmers’ direct access condition instead of  arguing that the condition is consistent with the 

idea that consciousness mandates sensorimotor interaction?  These are important questions which 

transcend the scope of  this paper.  The goal here, again, is not to contend that the extended mind 

argument against PIT is sound, but rather to carve up the dialectical landscape surrounding each 

premise of  the argument, and to illustrate that each premise is plausible given certain theoretical 

assumptions.  While I believe I have now accomplished this goal, there are undoubtedly other ways 

to go about validating P2 and P3 that have not been considered. In fact, it is possible that both 

Clark’s self-stimulating loop argument for extended OPAs and Chalmers’ direct access argument 

against extended consciousness are flawed, and that it is nevertheless the case that P2 and P3 are 

true.  For the truth of  the premises might be grounded in reasons that have nothing to do with the 

concept of  self-stimulating loops (P2) or the idea that consciousness requires direct access to 

information for global control (P3). 

V. Conclusion 
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 The extended mind argument against PIT is motivated by what I have called the ‘bipartite 

extension intuition’ (i.e. BEI), which is the intuition that extended source intentionality is possible, 

but extended consciousness is impossible. In this paper I have offered a philosophical roadmap for 

how BEI can be justified, and have thereby demonstrated the plausibility of  the argument against 

PIT.  To summarize, I argued that P2 can be vindicated by defending the following three tenable 

assumptions: (1) all OPAs have source intentionality (and it is not question-begging against PIT to 

say as much), (2) content supervenes on vehicles (meaning that the extended mind thesis pertains 

not just to vehicles but also to contents), and (3) Andy Clark’s (2008) self-stimulating loop case is 

best interpreted through the framework of  the extended mind model instead of  the embedded mind 

model (meaning that there is a convincing case to be made for the extension of  occurrent 

propositional attitudes). I then argued that P3 can be vindicated by supporting David 

Chalmers’ (2008) direct access argument against extended consciousness (and the revised definition 

of  extension that it contains). If  the extended mind argument against PIT is sound, then the 

prevailing sentiment that intentionality is grounded in consciousness is mistaken.  
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